Output throughput (tokens/s/GPU)

Decode: output throughput vs. interactivity
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Per-user decode speed (tokens/s/user)

Qwen3.8-27B-NVFP4 | 1 RTX PRO 6000 Server Edition | labels: requested client concurrency

Synthetic x: median across runs of mean reciprocal request ITL. y: raw request-span output throughput.
Progress view: measured points only; missing concurrencies remain unmeasured. Whiskers: observed repeat range, not confidence intervals.




